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Abstract—Stream processing systems deployed on the cloud
need to be elastic to effectively accommodate workload vari-
ations over time. Performance models can predict maximum
sustainable throughput (MST) as a function of the number
of VMs allocated. We present a scheduling framework that
incorporates three statistical techniques to improve Quality of
Service (QoS) of cloud stream processing systems: (i) uncer-
tainty quantification to consider variance in the MST model;
(ii) online learning to update MST model as new performance
metrics are gathered; and (iii) workload models to predict input
data stream rates assuming regular patterns occur over time.
Our framework can be parameterized by a QoS satisfaction
target that statistically finds the best performance/cost trade-
off. Our results illustrate that each of the three techniques
alone significantly improves QoS, from 52% to 73-81% QoS
satisfaction rates on average for eight benchmark applications.
Furthermore, applying all three techniques allows us to reach
98.62% QoS satisfaction rate with a cost less than twice the cost
of the optimal (in hindsight) VM allocations, and half of the
cost of allocating VMs for the peak demand in the workload.

I. INTRODUCTION

In stream processing, the rates of incoming data streams
can fluctuate over time, creating dynamically changing com-
putational demand. To guarantee Quality-of-Service (QoS)
under the varying computing demand in a cost-effective
way necessitates elastically changing the number of VMs
allocated to a cloud-hosted application.

One way to classify elastic VM scheduling techniques is
by whether they are reactive or proactive. Reactive schedul-
ing allocates or deallocates VMs in response to some re-
source usage metric changes (e.g., CPU, memory, network),
such as is done in AWS AutoScaling [1]. On the other
hand, proactive scheduling makes scaling decisions using
predictions of application performance and future work-
loads, to scale-up the number of VMs before performance
degrades or to scale-down the number of VMs to reduce cost
while maintaining QoS. Proactive scheduling approaches
that incorporate measures of application performance and
workloads have the potential to achieve better QoS at lower
cost, when compared to reactive approaches. However, their
cost-effectiveness and QoS depend on the accuracy of the
performance and workload prediction mechanisms.

Challenges to accurate performance prediction arise from
factors such as skewed data distribution [2] and resource
contention with other applications sharing the same VMs [3].

It has been shown that if a VM scheduler incorporates an
application’s performance variability, it can achieve higher
QoS objective satisfaction compared to a scheduler that is
agnostic of the performance variability [4], [5]. It is also
common to use manual over-provisioning to compensate for
potential inaccuracies in performance models [6], [7], [8].

Workload prediction, such as ARIMA [9], has been used
in elastic VM scheduling [10], [7], [11], [6], [8]. The VM
schedulers in these works select the number of VMs based
on the prediction value with the minimum expected error,
but they do not consider the variability of workloads. Even
though real-world time series often have recurring patterns,
they can be affected by irregular events, resulting in larger
variance. Despite the evidence of the impact of uncertain-
ties in both application performance and future workload,
existing works in VM scheduling have not addressed these
uncertainties in a holistic manner.

This work proposes a framework for proactive elastic
VM scheduling for stream processing systems in cloud
computing environments that explicitly models uncertainties
in 1) VM performance, 2) application performance, and 3)
workload variability. We quantify the uncertainty from #1
and #2 through the variance of an application performance
model and #3 through the variance of a workload prediction
model. By incorporating uncertainties from both prediction
models into scaling decisions, our elastic stream processing
framework achieves high QoS objective satisfaction rates
without human intervention at far lower cost than a static
over-provisioning approach. We focus on the application
performance metric of maximum sustainable throughput
(MST) [8]. MST represents the maximum data input rate
a stream processing application can process without back-
logging any input data. Using future workload and MST
prediction models, our VM scheduler proactively schedules
VMs to satisfy the following throughput-QoS objective:

λt < τ(mt), (1)

where λt is the input workload data rate to the stream
processing system at time t, and τ(mt) is the MST for a
number of VMs mt. This objective ensures that the system
maintains an MST that is greater than the data rate of input
workloads.



Through simulations following real-world workload dis-
tributions, we show that our scheduling framework achieves
98.62% of QoS satisfaction rate (see Eq. (22) for definition),
at up to 48% lower cost compared to static scheduling that
covers the peak workload.

The rest of the paper is organized as follows. In Section II,
we present background on sustainable stream processing,
including the concept of MST, and we formulate the problem
we address in this work. Section III presents the proposed
scheduling techniques. Section IV describes our workloads
and evaluation setup, and Section V shows the evaluation
results. We present related work in Section VI and conclude
the paper in Section VII.

II. BACKGROUND AND SYSTEM ARCHITECTURE

A. Stream Processing Environment

Figure 1 shows a common stream processing environment
which consists of a data producer, a message broker (i.e.,
Kafka), a stream processing system, and a data store. Data
streams flow from left to right, starting from the data
producer to the data store. The data producer sends events at
the input data rate of λt Mbytes/sec at time t, and they are
appended to message queues in Kafka. The input data rate
fluctuates over time. Kafka is a message queuing system
that is scalable, high-throughput, and fault-tolerant [12]
and is supported by major stream processing frameworks
including Apache Storm [13] and Apache Flink [14]. The
stream processing system pulls data out of Kafka as quickly
as it can at the throughput of µ(mt) Mbytes/sec, where
mt is the number of allocated VMs at time t. After the
stream processing system processes events, it optionally
stores results in the data store (e.g., file system or database).
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Figure 1. Stream processing environment consists of data producer,
message broker (Kafka), stream processing system, and data store.

In our previous works [8], [15], we introduced the concept
of MST. MST is the maximum throughput that a stream
processing system can ingest indefinitely with a given num-
ber of VMs. If the input workload data rate is consis-
tently greater than the MST (i.e., if we keep violating the
throughput-QoS objective in Inequality (1)), backlogged data
in Kafka eventually exceeds the system resource capacity
and makes the entire system inoperable. Thus, it is important
that the MST of the allocated number of VMs be consistently
greater than the fluctuating input workloads over time.

To measure MST, we pre-fill Kafka with enough data and
monitor outgoing throughput from it. Since Kafka provides
data to the stream processing system with insignificant
overhead, the stream processing system can process data at
its maximum rate. To detect the convergence of throughput,
the following K out of N method is used: we monitor
the latest N samples, and if K samples are within ±δ%
(e.g., 5%) from the previous sample, we determine that the
throughput has converged at the MST.

B. Elastic VM Scheduling Framework

Figure 2 shows the architecture of the stream processing
system in which the elastic VM scheduling framework
works. We run a stream processing framework such as
Storm on a cloud computing environment. To satisfy the
throughput-QoS objective (1), the elastic VM scheduling
framework adjusts the number of VMs to accommodate the
input data rate and reconfigures the application.

The MST prediction model is trained with performance
metrics obtained from the application monitor. This model
predicts the number of VMs that will be needed to pro-
cess the workload. The workload predication model ob-
tains workload information (i.e., input data rates) from the
workload monitor, and it uses this information to predict
future workloads. Both models can be trained offline using
small workloads as we show in Section IV and then updated
adaptively as the application executes. Inside the scheduling
framework, the VM scheduler makes scaling decisions using
the MST and the workload prediction models. Since it takes
tens of seconds to minutes to launch a VM, predicting
future workloads and proactively allocating VMs to cover
the predicted workloads can be effective in achieving a high
QoS satisfaction rate.
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Figure 2. Stream processing system architecture including elastic VM
scheduling framework.

C. Problem Formulation

We model the workload changes λt over time as a discrete
sequence, with timesteps t = 1, 2, 3, . . .. Every S timesteps,
we make a scaling decision whether to allocate or shut down
VMs. This means that we have a constant VM configuration



for the duration of S timesteps, whereas the workload
changes every timestep. When we start a new VM, we
assume it takes U(< S) timesteps until it becomes available.
For example, we use S = 10 minutes and U = 2 minutes.

The problem is to find a cost-minimal sequence of VM
allocations such that the MST is greater than or equal to the
input data rate λt for all t. Thus, for each update interval
T , we must determine m̂T such that,

m̂T = arg min
m∈{1,2,...,Max VMs}

(
max

t=T,...,T+(S−1)
λt < τ(m)

)
.

III. VM SCHEDULING TECHNIQUES

In this section, we describe our methods for estimating
the number of VMs the scheduler should allocate at each
update interval. A novel feature of our approach is that
we explicitly incorporate uncertainty into our models; this
includes uncertainty in the estimation process as well as
uncertainty about the change in workloads. By incorporating
uncertainty, our framework is better able to meet QoS
requirements, as demonstrated in Section V.

We first present our baseline VM scheduling approach.
We then describe three methods to incorporate uncertainty.
These methods can be used independently or in combination.
We evaluate the effectiveness of these policies in Section V.

A. Baseline MST

This technique schedules VMs based on a MST model
without workload forecasting [8], [15].

1) Offline Model Training: Given a training set Dtrain =
{(m1, τ1), (m2, τ2, ), ..., (mn, τn)}, where mi is the i-th
number of VMs and τi is the measured MST for mi, we
train an MST prediction model τ̂(m) using linear regression.
In [8], we proposed the following two models to predict
MST for m homogeneous VMs:
• Model 1:

τ̂1(m) =
1

w0 + w1 · 1
m + w2 ·m+ w3 ·m2

(2)

• Model 2:

τ̂2(m) = w0 + w1 ·m− w2 ·m2 (3)

To save cost and time to collect MST samples while achiev-
ing high prediction accuracy, we statistically determine the
most effective set of VMs Ŝ using the simple resource (i.e.,
CPU, memory, and network intensive) benchmarks from
Intel Storm Benchmarks [16] . Thus, for all mi ∈ Ŝ, we
collect a corresponding MST sample τi and use them to
train both Models 1 and 2.

2) Model Selection: Once we train both Models 1 and
2 using MST samples obtained for Ŝ, we then select the
best-fitting model for the target application through the
evaluation of extra validation samples [15]. Since it may
be difficult to find one prediction model that works well
for multiple stream processing applications with various

scalability characteristics, this process may improve the
selected model’s prediction accuracy. The validation samples
are selected from VMs that are not included in Ŝ, but from
where there is a discrepancy between the prediction values
from the two models. If the discrepancy at m VMs is greater
than a threshold, we add m to the validation samples. If the
discrepancy is never greater than the threshold, we select the
model with smaller training error.

3) VM Scheduling: At the beginning of every scheduling
cycle time t, we estimate the minimum number of VMs to
cover the given workload λt using a MST prediction model
τ̂(m) as follows:

m̂t = minm s.t. τ̂(m) > λt. (4)

When scaling up, new VMs will become ready after the
VM startup delay of U timesteps. On the other hand, when
scaling down, VMs will be immediately shut down.

B. Online Model Learning

Online learning can be used to update MST models as
we obtain new training samples. These training samples
can reduce uncertainty in the performance models that
are trained offline. Even without any offline training, the
prediction accuracy with solely online training can gradually
approach the accuracy with offline training.

By definition, MST can be obtained when excessive
workloads saturate the system capacity. Thus, when the
scheduler under-provisions VMs for the application work-
load (i.e., when the throughput-QoS objective is violated),
the application monitor can obtain a new training sample
pair (mi, τi). This sample is added to the training data set
Dtrain to update the selected MST model. Note that the
formulation (4) does not change even if we apply online
learning to the MST model τ̂(m).

C. Uncertainty-Awareness for MST

We quantify uncertainty from VM and application perfor-
mance through the variance of an MST model. As explained
in Section III-A1, we train Models 1 and 2 using a training
set Dtrain, and then select the model that better fits the
training data. Let τ̂(m) be the MST model trained using
linear regression. For the i-th pair (mi, τi) in the training
data set Dtrain, we assume the following relationship holds
between the measured MST τi and predicted MST values
τ̂(mi) for i = 1, 2, ..., n, where n is the size of the training
data set:

τi = τ̂(mi) + εi, (5)

where εi ∼ N (0, σ2
τ ). σ̂τ is an estimate of the true variance

σ2
τ [9]:

σ̂2
τ =

∑n
i=1(τi − τ̂(mi))

2

n− l
, (6)

where l is the number of regression coefficients in the MST
prediction model.



Based on Eq. (5), we assume that MST follows the normal
distribution:

τ(m) ∼ N (τ̂(m), σ̂2
τ ). (7)

Given a workload at time t λt, we introduce a new random
variable δ = τ(m) − λt. Since λt is a constant for a time
period of [t, t+1) (i.e., one minute in this work), δ follows
N (τ̂(m)−λt, σ̂2

τ ). We can estimate the probability of δ > 0:

Pr[δ > 0] =

∫ ∞
0

f(δ | τ̂(m)− λt, σ̂2
τ ) dδ,

where f(δ|τ̂(m) − λt, σ̂2
τ ) is the probability density func-

tion for the normal distribution (7). Figure 3 shows this
probability density function. In the figure, the shaded area
corresponds to the value of Pr[τ(m)−λt > 0]. We estimate
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Figure 3. Probability density function for normal distribution N (τ̂(m)−
λt, σ̂2

τ ). The shaded area corresponds to the value of Pr[τ(m)−λt > 0].

the minimum number of VMs m̂ that are required to satisfy
the throughput-QoS objective τ(m) > λt as follows:

m̂t = min(m) s.t. Pr[τ(m)− λt > 0] ≥ ρ, (8)

where ρ ∈ [0.5, 1.0) is a QoS satisfaction target.
In this formulation, uncertainty is quantified in terms of

variance, as shown in Eq. (6), and larger variance leads to
require a larger number of VMs to satisfy the constraint in
Eq. (8). When ρ ≈ 1.0, we expect δ to be large to prevent
QoS violations, which means that the mean of the normal
distribution in Figure 3 is far away from zero. When ρ =
0.5, however, we expect δ to be very close to zero. When
ρ = 0.5, this is equivalent to finding the smallest m̂ that
satisfies τ̂(m) > λt (i.e., it is equivalent to the baseline
MST in Section III-A).

D. Uncertainty-Awareness for Workload Forecasting

In this section, we add uncertainty-awareness for work-
load forecasting to the baseline MST shown in Section III-A.
We make multiple forecasts into the next scheduling cycle
and determine the highest expected workload we should
cover to satisfy the throughput-QoS objective.

1) Workload Forecasting: We use Autoregressive-
moving-average (ARMA) models [9] to forecast future
workloads. An ARMA(p, q) model consists of an
autoregressive (AR) term of order p and a moving-average

(MA) term of order q as follows:

λt = φ1λt−1+· · ·+φpλt−p+εt+θ1εt−1+· · ·+θqεt−q, (9)

where λt, λt−1, ..., λt−p is a series of observed input
data rates; εt, εt−1, ..., εt−q is a series of error terms
εt ∼ N (0, σ2

λ); and φ = (φ1, ..., φp) and θ = (θ1, ..., θq) are
model parameters. Suppose we have a series of n input data
rates λt, λt−1, ..., λt−n−1; maximum likelihood estimation
is used to estimate φ and θ. Once we estimate φ and θ,
we calculate a k-step ahead forecast λ̂t+k by recursively
applying Eq. (9) as follows:

λ̂t+k = φ1λt+k−1 + · · ·+ φpλt+k−p + (10)
εt+k + θ1εt+k−1 + · · ·+ θqεt+k−q.

An estimate of σ2
λ is given by:

σ̂2
λ =

φ2
1 + · · ·+ φ2

p + θ2
1 + · · ·+ θ2

q

n
. (11)

Once we obtain the estimates for φ and θ, we can define a
new set of parameters ψ = (ψ1, ψ2, ..., ψj) as follows:

ψ1 = φ1 − θ1

ψ2 = φ1ψ1 + φ2 − θ2 (12)
...

ψj = φ1ψj−1 + · · ·+ φpψj−p − θj ,

where θj = 0 for j > q. Using σ̂2
λ and ψ, we can estimate the

variance for the k-step ahead forecast σ̂2
λ|t+k as follows [9]:

σ̂2
λ|t+k =

{
1 +

k∑
j=1

ψ2
j

}
σ̂2
λ. (13)

2) Highest Workload Estimation: Figure 4 shows how
we determine the highest expected workload in the next
scheduling cycle. For the scheduling cycle starting at time
t, we make a scaling decision at t − U to make all newly
created VMs ready at the beginning of the next cycle at
time t. First, we forecast workloads and variances for the
next scheduling cycle in λ̂t+k and σ̂2

λ|t+k for k ∈ [0, S)
using Eqs. (10) and (13), respectively. We then determine
the timestep h with the largest expected workload at t+ h:

h = argmax
k ∈ [0,S)

λ̂t+k + 2σ̂λ|t+k. (14)

We add 2σ̂λ|t+k to the forecasted value in Eq. (14) to yield
a conservative VM allocation.

3) VM Scheduling: Once we determine h from Eq. (14),
we estimate the minimum number of VMs needed to cover
the workload λ̂t+h using the method described in Sec-
tion III-C to incorporate the predicted workload variance.
Assuming the h-step ahead forecast follows the normal
distribution:

λt+h ∼ N (λ̂t+h, σ̂
2
λ|t+h), (15)
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Figure 4. Finding the highest expected workload in the scheduling cycle
[t, t+ S).

the difference between MST and the λt+h, δ = τ(m)−λt+h,
is also expected to follow a normal distribution:

δ ∼ N (τ̂(m)− λ̂t+h, σ̂2
λ|t+h). (16)

Similar to Eq. (8), we estimate the probability of δ > 0:

Pr[δ > 0] =

∫ ∞
0

f(δ|τ̂(m)− λ̂t+h, σ̂2
λ|t+h) dδ. (17)

We estimate the minimum number of VMs m̂ required to
satisfy the throughput-QoS objective τ(m) > λt+h as:

m̂t = min(m) s.t. Pr[τ(m)− λt+h > 0] ≥ ρ. (18)

E. Uncertainty-Awareness for both MST and Workload
Forecasting

We now show how to incorporate uncertainties from both
MST and workload forecasting into the VM scheduling.
Following the method in Section III-D2, we first determine
the future timestep t+ h that is expected to give the largest
workload in the next scheduling cycle. Assuming that the
MST and workloads are independent, the difference between
MST and the h-step ahead workload, δ = τ(m)−λt+h, also
follows a normal distribution:

δ ∼ N (τ̂(m)− λ̂t+h, σ̂2
τ + σ̂2

λ|t+h). (19)

Similar to Eqs. (8) and (17), we estimate the probability of
δ > 0 as follows:

Pr[δ > 0] =

∫ ∞
0

f(δ|τ̂(m)− λ̂t+h, σ̂2
τ + σ̂2

λ|t+h) dδ, (20)

where f(δ | τ̂(m) − λ̂t+k, σ̂2
τ + σ̂2

λ|t+k) is the probability
density function for the normal distribution (16). We then
estimate the minimum number of VMs m̂ required to satisfy
the throughput-QoS objective τ(m) > λt+h as:

m̂t = min(m) s.t. Pr[τ(m)− λt+h > 0] ≥ ρ. (21)

IV. EVALUATION SETUP

In this section, we describe the test applications and
workloads used in our evaluations. We also describe the of-
fline training phase and parameterizations for our application

performance and workload models.

A. Test Applications and Workloads

We evaluate our proposed framework using the following
applications:
• Grep, Rolling Count, Unique Visitor, Page View, and

Data Clean: Typical use-case benchmarks from Intel
Storm Benchmarks [16].

• Vertical Hoeffding Tree (VHT): Stream machine learn-
ing application from Apache SAMOA [17].

• Rolling Hashtag Count: Typical word count-like appli-
cation which counts the number of Twitter hashtags. It
outputs hashtag counts every five seconds for the results
computed in the 60 seconds moving window.

• Rolling Flight Distances: This application computes
distances between all flights in the near future. It out-
puts flight pairs which distance is less than a threshold
every five seconds for the results computed in the 60
second moving window.

We use the three workloads as shown in Figure 5. All
workloads are time series of data rates in Kbytes/sec over
one week of time. These workloads were created as follows:
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Figure 5. Workloads used for evaluation. Each workload has one week
of data: (a) World Cup 98 (6/29/1998-7/5/1998), (b) Tweets (4/10/2016-
4/16/2016), and (c) ADS-B (8/13/2017-8/19/2017).

• World Cup 98 in Figure 5(a) was created from the
FIFA World Cup 1998 website access logs [18] (dura-
tion: 6/29/1998-7/5/1998, time in UTC). The workload
spikes corresponds to the days when there were popular
matches. For example, there were two matches of round
of 16 on June 30 and two quarter finals on July 3.

• Tweets in Figure 5(b) was created from tweets down-
loaded from twitter.com using Twitter APIs [19] (du-



ration: 4/10/2016 to 4/16/2016, time in EDT). Down-
loaded tweets were those in English from the U.S. con-
tiguous 48 states. Even though we were only allowed
to obtain a fraction of all tweets from that time period,
the time series shows clear daily recurring patterns.

• ADS-B in Figure 5(c) was created from the Automatic
Dependent Surveillance-Broadcast (ADS-B) data from
ADS-B Exchange [20] (duration: 8/13/2017-8/19/2017,
time in UTC). The data are provided by worldwide
community of volunteers and contains flight data from
all over the world. Just as the Tweets workload, it also
shows daily recurring patterns.

B. Offline MST Model Training

We obtain MST samples as described in Section II-A with
the following parameters for convergence detection: N =
5,K = 4, δ = 5%. All the test applications are implemented
with Apache Storm v0.10.0 and are configured to process
stream data from Kafka v2.11. Both Storm and Kafka are
running on Amazon EC2, where we use the m4.large VM
instance type for all the worker nodes of Storm. As we have
explained in Section III-A, we collect MST samples for each
test application for the pre-determined effective set of VMs
Ŝ = {3, 4, 6, 8, 24} to predict MST for up to 128 VMs. We
then train both Models 1 and 2 and select the better-fitting
model for each application. For Rolling Flight Distances,
we use the following Sflight = {1, 2, 3, 5, 6, 8, 9, 11, 12, 14}
since it is designed to process the actual ADS-B workloads
in Figure 5(c) and the MST of 14 VMs is sufficient to
process the peak workload of 800 Kbytes/sec. Figure 6
shows the selected MST models. Predicted MST values are
plotted together with actual MST measurements for up to
128 VMs except for Rolling Flight Distances, which shows
measurements up to 14 VMs.
C. Workload Forecasting Model Training

As shown in Eq. (9), an ARMA(p, q) model consists
of an autoregressive (AR) term of order p and a moving-
average (MA) term of order q. We determine the values for
p and q using Akaike information criterion (AIC), which is
commonly used in time series analysis. AIC evaluates the
fitness of a model to data as well as the simplicity of the
model. Using the first 100 values from each test workload,
we perform a grid search to find the (p, q) pair that gives
the lowest AIC: we compute AIC for all possible pairs of
p = 0, 1, 2, 3 and q = 0, 1, 2, 3 except for (p, q) = (0, 0).
As the result of the search, we obtained models as shown
in Table I. For online update of the model, we use a sliding
window of the past 100 workload values to estimate φ and
θ in Eq. (9) by maximum likelihood estimation.

V. EVALUATION

We evaluate the VM scheduling techniques presented in
Section III with the real-world workloads shown in Figure 5.
Evaluations are simulation-based, however, MST prediction

Table I
SELECTED ARMA MODELS FOR THE TEST WORKLOADS.

Workload Model
World Cup 98 ARMA(1, 2)

Tweets ARMA(1, 1)
ADS-B ARMA(1, 3)

models are trained with real measurements as described
in Section IV-B. We first describe the experiment settings
that are common to all evaluations. We then give the
experimental results.

A. Common Experimental Settings

1) Simulation Time Horizon: We perform simulations
over discrete timesteps t = 1, 2, ..., T , where a workload
value λt is given for each t. The workloads change every
minute and have duration of one week, so T = 7×24×60 =
10, 080 for all three workloads. Our VM scheduler performs
VM allocation or deallocation every S timesteps and con-
sider U timesteps of VM startup time. In the following
simulations, we use S = 10 and U = 2, which correspond
to 10 and 2 minutes of physical time, respectively.

2) Workloads and Test Applications: We test the work-
loads against the MST models created for the test applica-
tions as shown in Table II. The World Cup 98 workload is
used for Grep, Rolling Count, Unique Visitor, Page View,
Data Clean, and VHT to evaluate applications with different
scaling patterns with a consistent real-world workload. For
Rolling Hashtag Count and Rolling Flight Distances, we
use the Tweets and ADS-B workloads that are actually
processed by these two applications to create their MST
models, respectively. Since data rates in the test workloads
and throughput generated from the trained MST models are
not directly comparable to the World Cup 98 and ADS-B
workloads, we artificially create more workload data pro-
portionally keeping workload distribution patterns to reach
a maximum throughput as shown in the “Peak Throughput”
column in Table II. For the ADS-B workload, actual peak
of the workload and the MST model for Rolling Flight
Distances match, so there is no need to recreate workload.

Table II
WORKLOADS AND TEST APPLICATIONS (MST MODELS) USED FOR

EVALUATIONS.

Workload Test Application Peak Throughput
(MST models) [Mbytes/sec]

World Cup 98

Grep 32
Rolling Count 10
Unique Visitor 48

Page View 46
Data Clean 5

VHT 49
Tweets Rolling Hashtag Count 200
ADS-B Rolling Flight Distances None
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Figure 6. Selected MST prediction models after training. Models from (a) Grep to (g) Rolling Hashtag Count are trained with samples obtained
from up to 24 VMs in S = {3, 4, 6, 8, 24}, whereas (h) Rolling Flight Distances is trained with samples obtained from up to 14 VMs in Sflight =
{1, 2, 3, 5, 6, 8, 9, 11, 12, 14}.

3) Ground Truth MST: To evaluate a series of allocated
VM counts m̂t(t = 1, 2, ..., T ), we need to know the ground
truth MST for mt for a given application. We create a
ground truth MST model τtru(m) from actual MST sampled
when running the application under test. Given a VM count
m, τtru(m) returns an MST value drawn from a normal
distribution N (µm, σ

2
m). The mean µm and variance σ2

m

are created from pairwise linear interpolation of the mean
and variance of the MST for measured VMs m1 and m2,
where m1 and m2 are the two closest VM counts to m, with
m1 < m < m2.

4) Baseline Scheduling: We use the following scheduling
policies as the baseline.
Ground Truth: Optimal scaling policy based on the actual
MST values. It allocates the minimum number of VMs that
generates a larger MST than a given workload.
Static Peak: Static VM allocation policy that covers the
peak workload. The peaks are equal to the normalization
factors in Table II (for Rolling Flight Distances, the peak is
830 Kbytes/sec).

5) Evaluation Metrics: We use the following metrics to
evaluate scheduling results.

QoS Satisfaction Rate [%] = 100
T

∑T
t=1 I(τtru(m̂t) > λt),

(22)
where T is the total timesteps (=10,080) of a simulation,
m̂t is the allocated VM counts using our VM scheduling
technique at time t, λt is the workload at time t, and I(·)
is the indicator function that returns 1 if the argument is
true and 0 otherwise. Note that since the scheduling cycle
is S = 10 timesteps, we will compare ten workload values
against a single MST value.

Relative VM costs: Since total VM cost depends on a
sequence of workloads, we cannot directly compare absolute
costs obtained from different workloads. Thus, we compute
VM allocation cost relative to the cost obtained from the
ground truth scheduling and the cost obtained from the static
scheduling as follows:

RelativeCosttru =
∑T
t=1 m̂t/

∑T
t=1mt, (23)

RelativeCoststatic =
∑T
t=1 m̂t/T ·maxtmt, (24)

where m̂t is the number of allocated VM at time t by the
prediction framework and mt is the true required number
of VMs obtained by the ground truth scheduling at time t.
Since we use homogeneous VMs, a relative cost is the ratio
of the numbers of VMs.

B. Evaluation: Scheduling Policy vs. QoS & Cost

We first evaluate the impact of the different scheduling
policies on QoS and Cost.

1) Experimental Settings: Depending on how we incor-
porate uncertainty awareness of MST, workload forecasting,
and online learning techniques into the VM scheduler, we
have multiple scheduling policies, as shown in Table III.
Each column has the following meaning:
UA: This option enables uncertainty-awareness for MST.
OL: If this option is chosen, online learning for the MST
model is performed as described in Section III-B, otherwise
the MST model is fixed during the simulation.
ARMA: If this option is chosen, workload forecasting
with an ARMA model is enabled and the scheduling is
uncertainty-aware for workload forecasting and scaling, oth-
erwise workload forecasting is not used.



Eq.: Depending on the combination of the three options, it
shows a reference to the equation used for scheduling.

Table III
VM SCHEDULING POLICIES FOR EVALUATION.

Policy ID MST ARMA Eq.UA OL
0: MST (4)
1: MST + UA (8)
2: MST + OL (4)
3: MST + UA + OL (8)
4: MST ; ARMA (18)
5: MST + UA ; ARMA (21)
6: MST + OL ; ARMA (18)
7: MST + UA + OL ; ARMA (21)

Policy IDs are named after the corresponding scheduling
options. We ran simulations five times per application per
policy. Since there are eight applications, the number of
simulation runs per policy is 8 × 5 = 40. For each policy,
we took the average of 40 runs for QoS satisfaction rates
and relative costs against the ground truth and static peak
scheduling policies. The QoS satisfaction target ρ is 0.95.

2) Scheduling Results: Figure 7 shows average (a) QoS
satisfaction rates and (b) relative costs across all the applica-
tions for the scheduling policies in Table III, in descending
order of the QoS satisfaction rate. Error bars show ± 1
standard deviation. We can see the overall trend where
the QoS satisfaction rate improves with increasing cost
as the policy becomes more complex. The most complex
#7 policy achieved 98.62% QoS satisfaction rate. While it
cost 84% more than the ground truth scheduling, it was
48% less when compared to static scheduling that covers
the peak workload. We also notice that each of the three
scheduling options significantly improved QoS satisfaction
rates from 52% to 73-81% QoS satisfaction rates compared
to the base #0 policy. Policies #7 and #5 show very close
QoS satisfaction rates: 98.62% vs. 98.35%; however, in
terms of the relative cost to ground truth, #7 costs 7%
less than #5 (#7: 1.85 vs. #5: 1.99). This result suggests
that the online learning technique contributes to lower the
cost. Regardless of using the online learning technique or
not, when we consider uncertainties from both MST and
workload forecasting models in #7 and #5, we successfully
achieved high QoS satisfaction rates. These satisfaction rates
are also close to the QoS satisfaction target of ρ = 0.95.

Figure 8 shows application-wise QoS satisfaction rates
and relative costs for four scheduling policies, #0, #1, #5,
and #7. These policies were chosen so that a new scheduling
technique was incrementally added. From #0 to #1, UA was
added; from #1 to #5, ARMA was added; and from #5 to
#7, OL was added. Overall, we can see that as we add
a new technique, the QoS satisfaction rates improve. The
first two rates improvements (i.e., #0 to #1 and #1 to #5)
can be explained in terms of the scheduling techniques: we
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Figure 7. Average (a) QoS satisfaction rates and (b) Relative costs across
the all applications for different scheduling policies in Table III. QoS
satisfaction target: ρ = 0.95. Error bars show ± 1 standard deviation.

add variance for MST in (7) and then add another variance
for workload forecasting incrementally in (16). Since larger
variance leads to more conservative VM allocation, improve-
ment in QoS satisfaction rates can be expected. For the third
improvement (i.e., #5 to #7), Unique Visitor, Page View,
and Rolling Hashtag Count show at least 20% of QoS rate
increase. This is most likely due to the relationship between
initial MST models after offline training and actual MST
sample values. As shown in Figure 6, these three models
have some VM counts where predicted values exceed actual
sample values. This means that the models over-estimate
their MST, and thus they tend to under-provision VMs. By
updating their MST models online, the models become more
accurate, which can lead to better QoS satisfaction rates.

For all the applications except for VHT, if we spend more
cost, we are rewarded with higher QoS satisfaction rates.
However, VHT shows 100% QoS satisfaction rates even
with the the most basic #0 policy. This is due to the fact
that VHT does not scale at all as shown in Figure 6. To
achieve a 100% QoS satisfaction rate, both static peak and
ground truth policies needed 1 VM for the entire simulation
period. However, our scheduling techniques with ARMA
unnecessarily over-provision especially when spikes occur.

C. Evaluation: QoS satisfaction target vs. QoS & Cost

To investigate how the QoS satisfaction target ρ affects
actual QoS and cost, we tested ρ = {0.5, 0.7, 0.9, 0.95}
with the most complex “#7:MST+UA+OL;ARMA” policy.
We ran simulations five times per application per ρ and took
the average QoS satisfaction rate and relative cost across
all the applications. Figure 9 shows the results. We can
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Figure 8. QoS satisfaction rates and relative costs for the #0, #1, #5, and #7 scheduling policies in Table III. QoS satisfaction target: ρ = 0.95. Error
bars show ± 1 standard deviation.

see that ρ and QoS satisfaction rate positively correlate.
In fact, Pearson’s correlation coefficient between ρ and the
QoS satisfaction rate was 0.652. Looking at the slope from
ρ = 0.9 to ρ = 0.95 on the relative cost to ground truth,
it is steeper than that from ρ = 0.7 to ρ = 0.90. This
result matches the following fact: since ρ is a constraint on
the probability of a normal distribution, when the value of
ρ approaches 1.0, it will be required to allocate infinitely
many VMs to satisfy the constraint.
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Figure 9. QoS satisfaction target ρ vs. actual QoS satisfaction rates and
relative costs. Error bars show ± 1 standard deviation.

D. VM Allocation Sequence

To confirm the effectiveness of scheduling policies on
VM allocation sequences, we evaluated the four scheduling
policies #0, #1, #5, and #7 with ρ = 0.95 for the Grep
application as shown in Figure 10. We plot (a) Input work-
load and allocated MST, (b) allocated number of VMs, and
(c) backlogged data. Since the difference is hardly visible,
in Figures 10(a) and (b), we only plot #0 and #7 together
with the ground truth and static policies. From Figure 10(a),
it appears #0 closely follows the input workload; however,
from Figure 10(c), we can confirm that it accumulates up
to 12.8 Gbytes of backlogged data when the input workload
spikes. Since #0 does not have any uncertainty consideration

or workload forecasting, this result is unavoidable. Unlike
#0, #5 and #7 proactively react to the workload spikes and
successfully avoid backlogging.
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Figure 10. Scheduling results for the Grep application with the FIFA
world cup 1998 website access workload (6/29/1998-7/5/1998): (a) Input
workload and allocated MST, (b) Allocated number of VMs, and (c)
Backlogged data.

VI. RELATED WORK

Workload forecasting is widely used in proactive elastic
VM scheduling. Roy et al. [10] used an ARIMA model to
forecast the World Cup 98 workload, which is also used



in this work. Hu et al. proposed KSwSVR, a workload
forecasting method based on Kalman filters and Support
Vector Regression and applied it to elastic resource provi-
sioning [6]. Jian et al. used a simple linear model to forecast
future workloads, where parameters are estimated by linear
regression, and to proactively allocate VMs estimated by a
M/M/m queuing theory model [7]. ProRenaTa, developed
by Liu et al. [11], combines proactive and reactive ap-
proaches for elastic scaling on distributed storage systems. In
each scheduling cycle, the proactive scheduler first predicts
workload using an ARIMA model and makes an initial
scaling decision. To address inaccurate workload prediction,
after the reactive controller observes the actual workload, it
allocates extra VMs if needed. One of the major differences
between our work and these works is that we explicitly
account for estimated uncertainty from workload forecasting
and use that information to achieve high QoS satisfaction
rate in a cost efficient manner.

There are several previous works that require manual
parameter configurations to achieve high QoS. Rodriguez
and Buyya [5] considered performance variation of VMs
for workflow applications with a performance degradation
parameter defined for each VM type. This parameter ef-
fectively adjusts the over-provisioning rate per VM type.
Even though KSwSVR [6] showed good prediction accuracy,
they needed to specify a parameter for over-provisioning
to reduce QoS violations. Similarly, in our own previous
work [8], we introduced over-provisioning rate parameters
to account for the inaccuracy of application performance
prediction models. Our scheduling framework also provides
ρ, a parameter to control QoS satisfaction rate; however,
due to the reasonably positive correlation of 0.652 to the
actual QoS satisfaction rate and also due to the fact that it
is bounded by 1.0, the cost for finding the right ρ value can
be significantly lower than the cost for parameter tuning in
these existing works.

VII. CONCLUSION

We have proposed a framework for proactive elastic VM
scheduling for stream processing systems in cloud com-
puting environments that explicitly incorporates uncertainty
in application performance and workloads. The framework
estimates the required number of VMs that satisfies a certain
probability criteria for the throughput-QoS objective, using
expected variances from application performance and work-
load prediction models. We have shown that our scheduling
framework can achieve 98.62% of QoS satisfaction in sim-
ulations using real-world workloads. Further, the scheduler
achieves up to 48% lower cost compared to a static schedul-
ing that covers the peak workload. For future work, we plan
to incorporate reconfiguration costs into the VM scheduler.
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